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Abstract. The nondeterministic ordering of message handling in the orig-
inal actor model makes it difficult to achieve the consistency across a
distributed system that some applications require. This paper explores
a number of mitigations, focusing primarily on the use of logical time to
define a semantic ordering for messages. A variety of coordination mecha-
nisms can ensure that messages are handled in logical time order, but they
all come with costs. A fundamental tradeoff (the CAL theorem) makes it
impossible to achieve consistency without paying a price in availability,
where the price depends on the latencies introduced by network com-
munication, computation overhead, and clock synchronization error. This
paper shows how to use the Lingua Franca coordination language to nav-
igate this tradeoff, and particularly how to ensure eventual consistency
while bounding unavailability with manageable risk.
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Prologue

This paper is dedicated to my friend, colleague, and mentor, Gul Agha, and
offered as a contribution to his Festschrift. Gul’s work on concurrent and dis-
tributed programming models has been and continues to be an inspiration.

1 Introduction

Gul Agha’s actor model of computation [4,6,5,1,3,2] provides an elegant way
to express concurrent and distributed programs. It has had enormous influence
through realizations in Erlang [8], Akka [38], Rebeca [40], CAF [13], and many
other software frameworks. The original model has inspired many variants,
including several that strive for more deterministic computation. Several of
these are realized in the Ptolemy II system [37], for example.

In the actor model, components (called actors) maintain local state and com-
municate via asynchronous message passing. When messages arrive, proce-
dures (message handlers) are invoked in a mutually exclusive fashion. The
principal source of nondeterminism in the model is that when messages arrive
from a multiplicity of other actors, the order in which they are handled is not de-
fined. While there are many applications for which such nondeterminism is not
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problematic (and may even be a feature), some applications require more con-
trol over the possible behaviors. In particular, many applications require some
form of consistency, which we can think of broadly as some form of agreement
on shared knowledge across a distributed system.

Although it has proved difficult for the community to agree on the meaning
of consistency [21], there is general agreement that inconsistencies often arise be-
cause distributed nodes see events in a different order. Consider two physically
separated nodes that are each attempting to maintain state machines that track
each other, as in, for example, a digital twin application, a replicated database,
or redundant controllers for fault tolerance. Events that cause state changes can
result in persistent inconsistent states if they are not handled in the same order. I
develop here a very simple application that illustrates this problem and several
of the many solutions that have been proposed and implemented.

The key problem addressed in this paper is that of maintaining consistency
across a distributed system. Even when assuming reliable, in-order delivery
of messages on a point-to-point connection, as realized for example by TCP,
the widely used internet protocol, distributed components may see messages
in different order when the arrive from diverse sources. This can result in in-
consistent states across the system. Ensuring consistency unavoidably implies
a timing penalty, a fundamental result known as the CAL theorem [29,30]. This
paper shows how to augment the actor model with timestamps to ensure con-
sistency, how to manage the resulting timing penalties, and how to keep timing
penalties bounded in the presence of faults.

2 Motivating Example

Consider a brutally simplified example application that replicates data: a dis-
tributed banking system with just one account. I distill it down to the barest
minimum, where there are two nodes at physically different locations. Each
node manages an ATM machine that can dispense cash, and each node main-
tains a copy of the bank balance.

This application is perhaps the world’s smallest distributed database. It
maintains exactly one integer-valued record, the bank balance. It allows this
record to be modified at either node, through deposits or withdrawals at the
ATM machines. It requires at least eventual consistency, which means that if
all transactions stop, then eventually the two nodes should agree on what the
balance is. And it requires availability, in the sense that customers will not be
happy if the ATM refuses to dispense cash because the network is down. But it
also has some features that make it more interesting than a simple distributed
database. In particular, overdrafts may be hard to prevent without sacrificing
availability.

This application is typical of many distributed applications, where dis-
tributed nodes all monitor the same input data and evolve their state according
to that data. The challenge is to maintain some form of consistency in their states.
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We assume they will all eventually see the same input data, but not necessarily
in the same order and possibly with considerable delays.

I'will give a series of implementations, beginning with an actor implementa-
tion. In the actor implementation, the intrinsic nondeterminism in the model of
computation is not problematic if overdrafts are not a problem. But if they are,
the nondeterministic order in which messages are handled becomes a problem.
Subsequent implementations offer a variety of ways to deal with the problems. I
conclude by outlining the fundamental limits that this series of examples faces,
arguing that there is no perfect solution. Every solution requires compromises,
and which compromises to select depends very much on the application.

Each implementation is realized using the federated version [10] of the
Lingua Franca (LF) coordination language [34]. I describe the features of LF
as we go.

2.1 An Actor Solution

Figure 1 shows a Lingua Franca program together with its automatically-
generated diagram.' This program uses features of LF to make the semantics of
the program conformant with the actor model.

First, LF is a coordination language, not a programming language. It coor-
dinates programs written in conventional languages. In this case, the language
chosen is C, as indicated by the target directive on the first line. Line 19 de-
clares the main program to be federated, which means that each component
(called a reactor) that is instantiated within this federated reactor will become a
standalone program. The programs can be run all on one machine or on several
machines or cloud instances. The network communication and any required
coordination are automatically generated.

In this program, there are four federate instances, instantiated on lines 20
through 23. Instances w1 and w2 are instances of an imported reactor class called
IntWebSocketServer, which is not shown. That class realizes a simple web
server that connects to the LF program via a web socket that sends a stream of
integers to and from a browser. The browser stands in for an ATM machine,
providing a simple HTML interface enabling a user to deposit and withdraw
cash (see Figure 2). The details of the implementation of these reactors are not
important. All we need to know is that wl outputs a positive integer when a
user deposits cash and a negative integer when a user withdraws cash.

When the user deposits or withdraws cash (via the web interface), an integer
output appears on the received output port of the web server reactor (see the
diagram in Figure 1). This integer is forwarded to both account managers,
and one of those account managers (presumably the local one) responds over
the feedback connection with the balance in the account after the deposit or
withdrawal is completed. The web server receives this input on its response

! Some details are omitted for brevity; full programs (and more) and all sup-
porting files can be found at https://github.com/1f-lang/1f-demos/tree/main/
federated-decentralized.
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target C {coordination: decentralized}
> import IntWebSocketServer from "lib/IntWebSocketServer.lf"

i reactor ACIDAccountManager (STA: time = 0) {
5 input inl: int
6 input in2: int
7 output out: int
8 state balance: int = 0
9 reaction(inl, in2) -> out {=
10 if (inl->is_present) {
1 self->balance += inl->value;

13 if (in2->is_present) {

14 self->balance += in2->value;
15 }

16 1f_set(out, self->balance);

17 =}

18 }

19 federated reactor {

20 wl = new IntWebSocketServer(...)
2 w2 = new IntWebSocketServer(...)
22 al = new ACIDAccountManager ()
23 a2 = new ACIDAccountManager ()

wl.received ~> al.inl
26 w2.received ~> a2.in2
27 wl.received ~> a2.inl

28 w2.received ~> al.in2
29 al.out ~> wl.response
30 a2.out ~> w2.response

}

AccountsActor
V\,
al : ACIDAccountManager
response received in1
P w1 : IntWebSocketServe

a2 : ACIDAccountManager
in1 out

response received

w2 : IntWebSocketServel

N\,

Fig.1. A simple distributed banking system in the actor style realized in Lingua Franca.

input port. The web server reactor then sends this balance over a web socket to
the browser, which will display it to the user as the reported balance.

The account manager instances al and a2 are instances of the reactor class
called ACIDAccountManager defined starting on line 4. This class defines a single
reaction, which is triggered by a message on either of its input ports, inl or
in2. The code in the reaction body, surrounded by the delimiters {= ... =},is
C code. It uses LF C target API to check whether each input port has a message
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Enter a deposit or withdrawl amount:
2l Submit
Reported balance: 100

Connected to: ws://localhost:8080/

Fig. 2. Our crude browser-based user interface standing in for an ATM machine.

to process, and, if it does, to add the value of that message to its state variable
named balance. It then produces the resulting balance on its output.

The connection statements on lines 25 through 30 establish connections be-
tween the reactor instances, as shown in the diagram. These connections are of a
particular type in LF called a physical connection, created with the syntax ~> and
depicted in the diagram with a squiggly line. A physical connection in LF uses
TCP to reliably deliver messages in order, but otherwise there is no coordina-
tion between messages. Each account manager here has two inputs, one coming
from a local web server (its ATM machine) and the other coming from a re-
mote web server (a remote ATM machine). Because of the physical connections,
there is no ordering semantics to these messages, and they will be handled in
whatever order they happen to be received. Hence, the reaction starting on line
9 has similar semantics to a message handler in an actor language. It handles
incoming messages in the order in which they are received.

Now, suppose these federates are deployed so that one web server and
account manager are in Singapore and the other pair is in London. Each account
manager maintains its own copy of the bank balance. It is reasonable to demand
that these balances be consistent, but what exactly do we mean by that? A naive
approach would be to insist that the two balances agree at an instant in time.
But there is no such thing as an “instant in time” for a distributed system,
even in theory [36], but much less in practice. And even if we could perfectly
synchronize a clock in Singapore with one in London, which we cannot [19],
communication delays would have to be accounted for.

The particular algorithm realized in the program, however, has some rather
nice properties. Ignoring the possibility of integer overflow in C, the operations
performed by the reaction starting on line 9 are associative and commutative.
Because the network communication is realized with a TCP socket, the opera-
tion is effectively also idempotent. In distributed systems, idempotence means
that if a message is delivered more than once, it has the same effect as if it
had been delivered exactly once. The TCP connection guarantees exactly once
delivery. Hence, handling of messages satisfies the properties that Helland and
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Campbell call “ACID 2.0” [22], a revision of the classic ACID database prop-
erties (atomicity, consistency, isolation, and durability) to stand for associative,
commutative, idempotent, and distributed. This means that regardless of net-
work latencies and nondeterministic message ordering, as long as both account
managers eventually see the same messages, they will eventually agree on the
balance.

These ACID 2.0 properties have been identified by Shapiro et al. as re-
alizing what they call a “conflict free replicated datatype” (CRDT) [39]. The
ACIDAccountManager with its state variable balance and its operation defined
by its reaction is, perhaps, the world’s simplest CRDT.

A slightly tortured interpretation also allows us to see the operation of the
account manager is being monotonic in a partial order, which by the CALM
theorem [7,28] then guarantees eventual consistency. Under this interpretation,
each account manager’s balance is simply a compact representation of a multiset
of all deposits and withdrawals that it has seen, and each operation simply adds
a number to the multiset. Set union is a monotonic operation in a partial order
defined by the subset relation, and hence the CALM theorem applies, albeit in
a rather tortured way.

All of this gives us beautiful theory, but it does not give us something any
bank would actually use. This design would permit customers to withdraw any
amount of money irrespective of their balance. Unfortunately, fixing this flaw
also loses most of these nice properties, as I explore next.

2.2 An Inconsistent Solution

Suppose that we replace the reaction in the account manager with the one
shown in Figure 3. This reaction implements a particular (arbitrary) business
logic that denies withdrawals greater than the balance and applies a $30 penalty
for any attempt to overdraw the account. This operation is no longer commuta-
tive, so, when put in the structure shown in Figure 1, leads to nondeterministic
disagreements about the balance in the account. Suppose that a deposit of $200
takes place in London nearly simultaneously with a withdrawal of $200 in Sin-
gapore. It is possible that one account manager will deem an overdraft to have
occurred while the other did not. The two will now permanently disagree on
the balance.

Fixing this inconsistency requires considerable sophistication in distributed
computing. One relatively simple solution is to maintain the balance at exactly
one node rather than in a distributed fashion. This has a cost of creating a single
point of failure, and communication latencies or network outages can result in
unavailability. Even this solution, however, requires paying careful attention to
atomicity, for example using transactions [20,26]. The designer has to be careful
that a withdrawal at another site cannot occur between querying for the balance
and granting a local withdrawal, for example.

Distributed transactions offer a more sophisticated solution, but the algo-
rithms are tricky and getting good performance is challenging [17]. Here, I offer
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an alternative approach, which is to enhance the semantics of actors with times-
tamps that define an order for messages. I then explore infrastructure-level mid-
dleware techniques that enforce the ordering. These are not intrinsically simpler
than other distributed computing techniques, but they make application devel-
opment simpler by absorbing many of the complexities into the infrastructure.
The application designer can focus on realizing the business logic rather than
on the intricacies of distributed computing.

2.3 Using Timestamps

If a deposit occurs in London nearly simultaneously with a withdrawal in
Singapore, how should we determine whether an overdraft has occurred? Fun-
damentally, it is not possible to unambiguously determine the order in which
two closely-timed events occur at two distinct physical locations. The theory
of relativity tells us that the ground-truth order may depend on the observer.
Fortunately, we do not need to find a ground-truth order. We just need for the
components of the distributed system to agree on the order and for the resulting
order to appear reasonable to human observers.

For this purpose, let us assume that the computers in London and Singapore
each have local clocks that are reasonably well synchronized with one another,
using for example the network time protocol (NTP) [35], the precision time pro-
tocol (PTP) [19], or GPS, for example. We can use these physical clocks to assign
logical timestamps to the deposits and withdrawals. A Lingua Franca program

reactor AccountManager (STA: time = 0) {
2 input inl: int
input in2: int
4 output out: int
5 state balance: int = 0

7 reaction(inl, in2) -> out {=
8 int inl_val = 0;
int in2_val = 0;
10 if (inl->is_present) {
1 if (self->balance >= -inl->value) {
12 self->balance += inl->value;
13 } else {
14 self->balance -= 30; // Apply penalty
15 }
16 }
17 if (in2->is_present) {
18 if (self->balance >= -in2->value) {
19 self->balance += in2->value;

20 } else {
) self->balance -= 30; // Apply penalty
}
}
24 1f_set(out, self->balance);

=}

Fig. 3. An inconsistent account manager.
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federated reactor {
2 wl = new IntWebSocketServer(...)

w2 = new IntWebSocketServer(...)
al = new AccountManager ()
a2 = new AccountManager ()

7 wl.received -> al.inl
8 w2.received -> a2.in2
9 wl.received -> a2.inl
10 w2.received -> al.in2
1 al.out -> wl.response
12 a2.out -> w2.response

AccountsTimestamped
al : AccountManager
ived int
[ [oSPOnSe L W :IntWebSocketSewe&'_ny.m.mmD _______ o
in2
a2 : AccountManager
ived | in2 A
TSRO W2 IntWebSocketServer;recewe n > ]

Fig.4. Our distributed banking system with timestamped communication.

that does this is shown in Figure 4. This is identical to the program in Figure 1
except that the connections between components now carry timestamps, and
the non-commutative account manager of Figure 3 is used. The use of times-
tamps is specified in the program using the connection syntax -> instead of
~> on lines 7 through 12, which results in the diagram shown in Figure 4. The
diagram shows straight line connections instead of squiggly lines.

The Lingua Franca semantics now defines a correct execution of the program
to be one where every reactor handles messages in timestamp order. Hence, a
correct execution of the program in Figure 4 results in the two account managers
agreeing on the value of the balance at any timestamp. The timestamp becomes a
logical time, distinct from physical time [33] in that when Singapore learns about
a deposit that occurred in London, that deposit will carry a timestamp that
was assigned in London. The machine in Singapore will process that deposit in
timestamp order relative to any other events, even local events that are assigned
timestamps using its local physical clock.

The use of timestamps gives a semantics to message ordering. Timestamps
are numbers, so one slight complication is that now there is a notion of two
messages being simultaneous. They have the same timestamp. No such notion
exists in the classical actor model, where messages are queued and handled
one-at-a-time.
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The AccountManager reactor defined in Figure 3 specifies a particular behav-
ior when two inputs arrive with the same timestamp. In this case, there will be
just one invocation of the reaction starting on line 7, and both in1->is_present
and in2->is_present will be true. The logic given in this program, therefore,
will give preference to a deposit or withdrawal on in1, honoring it first if there
is sufficient balance. A withdrawal on in2 will be honored only if the balance
is sufficient after handling inl. Because of the way the connections are made
in Figure 4, both account managers will give preference to the upper instance
of the web server, and, hence, if one honors a withdrawal, so will the other,
thereby maintaining consistency.

The use of timestamps here provides a stronger form of consistency than
eventual consistency. This form of consistency asserts that two components
agree on the value of a shared quantity at a logical time. As shown by Lee et
al. [29,30], this consistency comes with an intrinsic cost in availability that is
a function of the latency in communication (the CAL theorem). In this case,
“availability” refers to the physical time one must wait before one can access
the value of a shared quantity at a particular logical time. The longer one has to
wait, the less available the shared quantity is. The waiting time is the price paid
for ensuring a “correct” behavior, where all messages are handled in timestamp
order. I now address the mechanisms provided by Lingua Franca for achieving
a correct behavior and for relaxing consistency to improve availability.

3 Achieving Correct Behavior

Now that we have defined “correct behavior,” how do we achieve it? In Lin-
gua Franca, by default, when you create a federated program, the distributed
execution relies on a single, centralized coordinator called the RTI, for runtime
infrastructure [10]. When a node wishes to process a timestamped event, it
queries the RTI for permission, and the RTI grants permission only when it can
assure that the node has already received all messages with lesser timestamps.
This coordination strategy ensures our strong form of consistency. However, it
has considerable disadvantages. The RTI is a single point of failure, a potential
bottleneck for communication, and a source of additional latency because of
the required two-way communication. Consequently, I focus here on an experi-
mental decentralized coordinator for federated Lingua Franca programs. I will
show how this coordinator can be used to achieve a variety of strategies with
different tradeoffs.

3.1 Decentralized Coordination in Lingua Franca

Lingua Franca offers an alternative coordination strategy that is decentral-
ized [10]. A programmer declares to use the decentralized coordinator as shown
on line 1 in Figure 1. Coordination is based on PTIDES [43,18], a technique that
was developed in my group and independently reinvented at Google to become
the backbone of Google Spanner, a globally distributed database system [14,15].
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Like the (default) centralized coordinator, a runtime infrastructure (RTI)
node orchestrates the startup (and shutdown) of the federation, but unlike
the centralized coordinator, the RTI plays little role during the execution of
the program. Its function is limited to handling requests to shut down the
federation, and to performing runtime clock synchronization, if this is enabled.
Many applications will disable this clock synchronization and rely instead on
built-in mechanisms such as NTP, PTP, or GPS.

When using the decentralized coordinator, each federate makes its own
decisions about when to advance to a timestamp and invoke reactions to events
with that timestamp. To govern these decisions, there are two key parameters
that a programmer can specify:

1. STA: The safe to advance offset is a physical time quantity that asserts that
the federate can advance to a timestamp t when its local physical clock time
T satisfies T > t + STA.

2. STAA: The safe to assume absent offset is a physical time quantity that
asserts that the federate, if it has not received a message with timestamp f
or larger, can assume an input to be absent at timestamp f when its local
physical clock time T satisfies T > t + STA + STAA.

If we choose finite value for STA and STAA, these two thresholds are guaranteed
to be satisfied eventually under only the assumption that physical time contin-
ues to advance. This can be used to ensure liveness in a distributed system. As
we will see, however, sometimes it is useful to choose infinite values for STA or
STAA, thereby ensuring consistency at the expense of liveness.

The STA is a property of a federate and is defined as a parameter for the
reactor class:

reactor A(STA:time = <time value>) { ... }

The STAA is associated with one or more input ports, but it is declared on
reactions to those input ports:

reactor A {
input in:<type>
reaction(in) {=
<normal operation>
=} STAA(<time value>) {=
<fault handler>

=}

Any network input port will have that STAA applied to it if it is a trigger for
or is used by a reaction that declares an STAA handler. If more than one STAA
is declared for the same input port, the minimum time value will be the one in
effect.
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If, for example, our account manager reactor has an STA of 100 ms, then,
when it receives a deposit or withdrawal message from its local web server
with timestamp ¢, it waits until its local clock hits f + 100 ms and then processes
the message. In our application, this will ensure that messages are processed
in a timely fashion (unavailability is limited to 100 ms), but messages will be
processed “correctly” (in timestamp order) only under specific assumptions. In
particular, we would have to ensure that any message with timestamp less than
t from Singapore is received in London before London’s physical clock hits ¢ +
100 ms. Assuming the timestamp in Singapore was assigned using Singapore’s
local physical clock, this implies that the sum of the clock synchronization
error and the network latency (plus any processing overhead) cannot exceed
100 ms. This is quite a stringent requirement that may be difficult to achieve
without dedicated networks and sophisticated clock synchronization (both used
by Google Spanner).

What happens if this requirement is violated? In our particular application,
it is quite possible that nothing bad will happen. Correctness is assured as long
as messages are handled in timestamp order. If the deposits and withdrawals
are sufficiently sparse, then it becomes extremely unlikely that two of them
will be close enough in time time to trigger a fault. Nevertheless, if a message
with timestamp ¢ arrives after messages with timestamp f or larger have been
processed, then the <fault handler> in the above code will be executed instead
of the <normal operation>codeinthereaction.If no <fault handler>isgiven
for an input port that receives such an out-of-order message, then Lingua Franca
issues a warning and proceeds to process the message at the wrong timestamp.
For applications using CRDTs, this may not be a problem, although then it would
be better to use the style of connections in Figure 1, which discard timestamps,
so that no warnings are generated. But for our banking application, this strategy
is not acceptable.

Choosing suitable STAs, STAAs, and fault handlers for a program is chal-
lenging and depends on many factors. I will continue to develop our running
application to illustrate the reasoning that a system designer must perform. Our
overarching goal is to enable business strategies that weigh the risks of failure
and the quality of service while ensuring eventual consistency.

3.2 Optimistic Techniques

There is a long history, dating back at least to Jefferson’s TimeWarp [23], of “op-
timistic” distributed computing. In such techniques, messages are processed
when they are available, and, if an out-of-order message later arrives, the exe-
cution is rolled back in (logical) time and redone with messages processed in
order. This requires that a snapshot state of the component be periodically saved
and that inputs that arrive with timestamps greater than that of the snapshot
also be saved. This strategy would be easy to implement with relatively small
changes to our Lingua Franca program.

However, rolling back is not always possible. Cyber-physical systems, for
example, perform actuation in the physical world that may be difficult or im-
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possible to undo. It’s hard to unlaunch a missile or claw back the dollars that
have been dispensed by the ATM. Also, if the reactions use any legacy code or
third-party libraries, creating snapshots of the state may be difficult, expensive,
or impossible. As a consequence, optimistic techniques have mostly been used
only for distributed simulation, not for actual system implementation, except in
the much more limited form of transactions.

3.3 Transactions

Database-style transactions provide a more limited form of optimistic compu-
tation [20,26]. In our banking application, each node could tentatively make
a decision to dispense cash, but only actually dispense cash (i.e. commit the
transaction) after receiving confirmation from a quorum of other nodes. This is
perhaps a reasonable approach for this application, and it can be implemented
in Lingua Franca, but the logic is complex and it’s easy to get the program
wrong. Moreover, there will be considerable overhead, like with centralized co-
ordination, that will increase latencies and network congestion. There are more
attractive alternatives.

3.4 Conservative Techniques

There is a long history, dating back at least to Chandy and Misra [12] of conser-
vative techniques that guarantee distributed processing of events in timestamp
order. These have mostly been used for distributed simulation, but the same
principles can be used in online applications like our banking system. The cen-
tralized coordinator in Lingua Franca provides such conservative coordination
loosely based on the High-Level Architecture (HLA) [27,42]. But the decentral-
ized coordinator is also capable of conservative coordination based on Chandy
and Misra [12], as I will show now.

Suppose we set STA to forever, which is done in Lingua Franca as follows:

reactor A(STA:time = forever) { ... }

This tells any instance of this reactor that, in order to advance its logical time to
some t and handle a message with that timestamp, it must know the status of
all inputs up to and including timestamp t. If the input status is unknown, the
federate must wait until it is known, with no upper bound on the wait time.

How does the status of an input port become known up to and including
logical time #? First, recall that TCP underlies all communication between fed-
erated programs in LF. TCP provides a semantics of reliable, in-order delivery.
Moreover, LF assures that messages sent along any connection between feder-
ates are sent in timestamp order, and that at most one message bears a particular
timestamp f. Hence, when a federate receives a message with timestamp ¢, it is
assured that it has seen all messages up to and including timestamp t for this
connection.
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target C { coordination: decentralized }
> import IntWebSocketServer from "lib/IntWebSocketServer.lf"
; import AccountManager from "lib/AccountManager.lf"

5 reactor Server(hostport: int = 8080, initial_file: string = {= NULL =},
null_message_period: time = 1 s) {

6 input in: int

7 output received: int

8 timer t(®, null_message_period)

9 w = new IntWebSocketServer (hostport = hostport, initial_file = initial_file)

10 in -> w.response

1 reaction (w.received, t) -> received {=

12 if (w.received->is_present) {

13 1f_set(received, w.received->value);

14 } else {

15 // Send a null message.

16 1f_set(received, 0);

17 }

18 =}

19 }

20 federated reactor {

2 wl = new Server( ... )

22 w2 = new Server( ... )

23 al = new AccountManager (STA = forever)

24 a2 = new AccountManager (STA = forever)
25 wl.received -> al.inl
26 w2.received -> a2.in2
27 wl.received -> a2.inl
28 w2.received -> al.in2

29 al.out -> wl.in
30 a2.out -> w2.in
}
AccountsChandyMisraNullMessages
w1 : Server
. - al : AccountManager
in response . receive« received in1
w: IntWebSocketSewer;.............D

(0, 1 sec)
w2 : Server im
in  response 5 received received | in2
w : IntWebSocketServen- D,__,.

(0, 1 sec)

Fig. 5. Our distributed banking system with Chandy and Misra style coordination.

In this application, messages are sent only when a deposit or withdrawal is
made. This means that if al receives a withdrawal request on inl with times-
tamp ¢, it must wait until it receives a deposit or withdrawal on in2 with
timestamp at least ¢. This wait time is not bounded and will not be acceptable
in this application. The Chandy and Misra technique, therefore, adds the notion
of a “null message” that is sent periodically.

Figure 5 shows an implementation using the Chandy and Misra technique
with null messages. The IntWebSocketServer reactors are wrapped in another
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reactor that, in addition to deposit and withdrawal messages, sends periodic
null messages (which in this case are just the integer zero, indicating no deposit
or withdrawal). On lines 23 and 24, the STA is set to forever for the two account
managers, which tells them that they must wait, with no upper bound on the
wait time, until all inputs are known up to and including logical time ¢ before
processing any message with timestamp .

The null messages are triggered by a Lingua Franca timer, declared on line
8, which has an offset of zero (the timer starts when the program starts) and a
period of one second. The reaction that starts on line 11 is triggered by either a
deposit or withdrawal from the web server or the timer (or both). If there is a
real deposit or withdrawal, it simply forwards it to the output, and otherwise it
sends a null message.

With this strategy, the wait time in the account managers is bounded. How-
ever, this strategy creates a tight coupling between the components. If one of the
Server federates fails, for example, then the null messages will stop and the ac-
count managers will both be blocked. Hence, although this strategy guarantees
strong consistency, it does so at a potentially unbounded cost in availability.

The CAL theorem tells us that there is no strategy that guarantees strong
consistency without a potentially unbounded cost in availability [29,30]. To
bound unavailability, we have to relax consistency. I explore how to do that
next.

3.5 Trading Off Consistency and Availability

It is impossible to achieve strong consistency and bounded unavailability
under all network behaviors. For this application, eventual consistency is a
requirement for at least the balance state variable. All copies of the bank balance
must eventually agree. But we can design a system that provides bounded
unavailability for at least some transactions.

Figure 6 shows a design that responds in bounded time to deposits, but not
necessarily to withdrawals. The Account reactors in this design are the same as
the AccountManager reactors in Figure 5. They have STA set to forever, and
hence will maintain strongly consistent balances. The Server reactors, like those
in Figure 5, send null messages periodically.

The QuickDeposit reactors, which are defined by the code shown in the
figure, have STA set to 30 ms. These reactors receive inputs from the local
web server, and, if the input is positive, immediately process the deposit and
send an acknowledgement back to the web server. Line 11 checks whether the
transaction is a deposit, and it it is not, then the reactor ignores the input. This
results in a quick response to a deposit regardless of network conditions.

The QuickDeposit reactors also have a true_balance input, which gets a
message each time the Account reactors update their copy of the true balance.
As shown on line 8, it simply updates its copy of the balance upon receiving this
input. However, because the STA is only 30 ms for the QuickDeposit reactors
and is forever for the Account reactors, it is possible for the true_balance input
to receive a message late. Specifically, true_balance may receive an input with
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timestamp f after the QuickDeposit federate has processed deposit inputs with
larger timestamps. Hence, the QuickDeposit reactor is being asked to process
messages out of timestamp order.

Line 16 specifies an STAA of zero. Together with the STA of 30 ms, as
explained above, this means that if Qui ckDeposit receives a deposit input with
timestamp t, and it has not received a true_balance input with timestamp ¢ or
greater, then when its physical clock reading T exceeds t + STA + STAA =t + 30
ms, it will assume that the true_balance input is absent and proceed to process
the deposit input. If it later receives a true_balance input with timestamp less
than or equal to t, then the requirement to handle inputs in timestamp order
has been violated, and the exception code starting on line 17 will be invoked
instead of the regular reaction.

The exception handling code starting on line 17 handles true_balance in-
puts just the same as if there were no error. The business logic here is that the

reactor QuickDeposit(STA: time = 30 ms) {
2 input deposit: int
3 input true_balance: int
4 output ack: int
5 state balance: int = 0
) reaction(true_balance, deposit) -> ack {=
7 if (true_balance->is_present) {
8 self->balance = true_balance->value;
9 }
10 if (deposit->is_present) {
1 if (deposit->value >= 0) {
12 self->balance += deposit->value;
13 1f_set(ack, self->balance);
14 }
15 }
16 =} STAA(®) {=
17 if (true_balance->is_present) {
18 self->balance = true_balance->value;
19 }
20 if (deposit->is_present) {
// ERROR. Take ATM offline for service?

}
23 :}
24}
AccountsHybridDeposit
[
in2 1:8 received g1 : QuickDeposit
n =w Loenvep—m——s ™ L deposit ack
t >
nZ> al :Accoum;ou true_balance T
in2 . > —
_7m’w2:SeNemffoL
E— in1
S a2 : Account poot - Qui i
) o g2 : QuickDeposit
deposit ack
>
> I__y ..... ’_
true_balance H

Fig. 6. Distributed banking system with strong consistency and guaranteed availability
for deposits.



16 Lee, E. A.

balance is used only to report back to the user what the balance is after the
deposit, and if this balance is inaccurate because of delayed messages from the
remote server, this will only result in transient errors. This code handles late
deposit inputs as errors, however. The logic here is that the system is designed
to give low delays between the server and the QuickDeposit reactors, and if the
delays get large, something is wrong with the local system.

Note now that the design of QuickDeposit is governed more by business
decisions than by the intricacies of distributed computing. An alternative design,
for example, would also handle small withdrawals quickly and only delay the
handling of large withdrawals. This is a business decision to accept some risk
in exchange for better, more reliable customer service. Many other designs now
become possible (and easy in Lingua Franca).

3.6 Fault Tolerance

Any federate with an STA of forever is vulnerable to blocking indefinitely if
its upstream federate fails. For the example in Figure 6, this will only block
withdrawals (or large withdrawals, if that option is chosen), which may be ac-
ceptable business logic. A better design, however, would use a smaller STA and
use the exception handler to handle fault conditions. For example, the “true
balance” could be defined by a quorum of nodes rather than by unanimous
consent, as done here. (A quorum makes little sense with just two nodes, but
a real application will have many more.) The exception handling code could
make corrections late to the “true balance,” but also alert human maintainers to
instability in the system. As long as all nodes agree on which deposits and with-
drawals have been actually executed, none of these strategies will compromise
eventual consistency.

4 Zero-Delay Cycles

In the above examples, we have not had any particular need for the STAA
parameter. Such a need arises only for programs that have zero-delay cycles,
where a federate sends an output at tag t and expects a response from other
federates at the same tag t. It is extremely tricky to support such cycles. The cen-
tralized coordinator in Lingua Franca does support them [16], but when using
the decentralized coordinator, some programs become impossible to support
without compromises.

The banking application above appears to have such a zero-delay cycle, in
that the web server reactors produce a received output when a user begins a
deposit or withdrawal, and they expect a response with the same timestamp
t. However, the web server application has no particular need to process these
responses in timestamp order relative the outputs. If another output is sent with
timestamp ' > t before the response with timestamp t has been received, no
logic errors will result as long as the responses are processed in the same order
as the received outputs. Hence, the STA and STAA for the web server federates
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Fig.7. A feedback system with infinite processing offsets.

can be set to zero, and the exception handler can simply process late responses
identically to responses that are received on time. The pattern looks like this:

reaction(in) {=
// Do something.
=} STAA(®) {=
// Do the same something.

=}

Note that this pattern can also be implemented by just providing no STAA
clause at all. But in such an implementation, LF will issue warnings stating that
tag-order violations occurred and warning that there is no handler.

4.1 Impossible Consistency

However, not all applications are so forgiving. Consider a program with the pat-
tern shown in Figure 7. Suppose that the two Update reactors maintain a replica
of an integer quantity x. Each reactor can spontaneously update x at an arbitrary
time using a Lingua Franca construct called a physical action, depicted in the
diagram as a triangle with a “P” inside. The physical action asynchronously
injects timestamped events when some external input is received, such as a
message arrival. Suppose that reactions 2 and 3 in the Update reactors perform
non-commutative updates to the value of x. Then, in order to maintain consis-
tency, it becomes imperative to process the physical action events and remote
input events in timestamp order in both federates. Only then can we assure that
at any logical time t, the two Update reactors have the same value for x.

It is easy to see that there are no values for STA and STAA that make this pro-
gram executable without timestamp-order violations. Suppose that the physical
clocks have negligible clock synchronization error, and that communication be-
tween reactors takes 4 ms, at most. Then it might be tempting use an STA of,
say, 5 ms in each reactor. But this will not work.

Suppose that the physical action in ul triggers at (elapsed) physical time 10
ms, according to the local physical clock. It assigns a logical time of 10 ms to
the event. If the STA is 5 ms, then, in the absence of any signaling from u2, ul
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will wait 5 ms (physical time) and then invoke reaction 2 at physical time 15 ms.
Suppose now that u2’s physical action had triggered at 9 ms. It too waits 5 ms,
invoking its reaction 2 at physical time 14 ms. The message sent from u2 to ul
will arrive by physical time 18 ms. This will trigger a safe-to-process violation
because the arriving message has timestamp 9 ms, but ul has already advanced
to logical time 10 ms and sent an output message with that timestamp.

It might be tempting to use an STA of zero and an STAA of 5 ms. But this too
will not work. The same scenario as above will again trigger a timestamp-order
violation.

This scenario is identified by Lee et al. [29] as one where communication
network has a positive cycle mean, which results in the processing offsets di-
verging to infinity. In effect, each reactor seems to have to wait forever before
advancing logical time.

4.2 A Solution

The centralized coordinator in LF is able to execute the program in Figure 7
without safe-to-process violations using the sophisticated techniques described
by Donovan et al. [16]. We can use insights from that coordinator to augment
the decentralized coordinator so that it too can execute this program. The key
is that we can exploit some knowledge of the semantics of the physical action
in Lingua Franca.

A physical action, when triggered, creates an event with a timestamp taken
from the local physical clock. Suppose that we augment the decentralized co-
ordination mechanism with a new kind of signal that is similar to the null
messages used above, but with a critical difference. Each federate in Figure 7
could periodically send a null message without advancing its logical time. Now,
each federate can use an STA of forever and the program will execute correctly
with no safe to process violations, giving us a conservative strategy similar
to that provided by the centralized coordinator, but without any centralized
coordinator.

Consider three scenarios. First, assume that ul has nothing to send for a
long time. Suppose that every 5 ms, it sends a null message with logical times
spaced by 5 ms, for example at (elapsed) logical times 0, 5 ms, 10 ms, etc. These
messages are shown in blue in Figure 8. These null messages will flow in both
directions, but to reduce clutter, we show only one direction until the symmetric
case in Figure 8(c).

Suppose now that at physical time 12 ms, the physical action in u2 triggers,
@ in Figure 8(a). Assume u2 has an STA of forever. Assume again perfectly
synchronized clocks and a communication latency bound of 4 ms. By physical
time 14 ms, u2 will receive a null message with timestamp 10 ms, @ in Figure 8(a),
which is not sufficient to allow it to advance. By physical time 19 ms, however,
u2 will receive a null message with timestamp 15 ms, ® in Figure 8(a), which
is sufficient. It can now commit and invoke reaction 2 at logical time 12 ms and
physical time 19 ms. That reaction will send a message to ul, which will arrive
at by physical time 23 ms and will have a lag of 11 ms, @ in Figure 8(a), It is
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Fig. 8. Three scenarios where federates may send spontaneous messages to one another.

easy to see that in this case, the lag is bounded by 14 ms (twice the null message
period plus the latency bound). Hence, with bounded latency, we achieve perfect
consistency and bounded unavailability.

The second scenario we need to consider is where the two reactors” physical
actions trigger close together in time. For example, as above, assume that at
physical time 12 ms, the physical action in u2 triggers, ® in Figure 8(b), and
at physical time 11 ms, the physical action in ul triggers, ©® in Figure 8(b). As
above, ul will send a null message at 10 ms, but it cannot send one at 15 ms until
it has processed the physical action. Similarly, u2 will have sent a null message
at 10 ms, but it too is blocked until it can process its event at 12 ms. How do we
break the deadlock?

Simple! When a physical action triggers, at 11 ms in ul and 12 ms in u2, ul
should send a null message with timestamp pred(11 ms) and u2 with timestamp
pred(12 ms), where pred(t) is the largest timestamp less than ¢. This will break
the deadlock. By physical time 16 ms, ul will receive u2’s null message with
timestamp pred(12 ms), @ in Figure 8(b). This timestamp is larger than its
pending event timestamp of 11 ms, so it can safely advance its logical time to 11
ms and send a real message, shown in red in Figure 8(b). Federate u2 will receive
this message by physical time 20 ms, ® in Figure 8(b), and it can immediately
process the message because its own earliest pending message has timestamp 12
ms, which is greater than 11. To process its own pending event with timestamp
12, it will have to wait for another null message from ul, @ in Figure 8(b), but
the same mechanisms will work, and the lag will again be bounded.

The third scenario is where the two reactors’ physical actions coincidentally
trigger at exactly the same time, resulting in events with identical timestamps,
say, 11 ms, @ and @ in Figure 8(c), Now, when ul receives u2’s null message with
timestamp pred(11 ms), @ in Figure 8(c), what should it do? It has a pending
event with timestamp 11 ms, which is greater than pred(11 ms), so it seems it
cannot safely advance. Here, fortunately, the semantics of Lingua Franca helps
tremendously. First, note that ul can safely commit to advancing its logical time
to 11 ms. It knows there will be no future input with timestamp less than 11 ms.
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It cannot, however, safely assume anything about whether the input is present
or absent at 11 ms.

First, once each federate has advanced its logical time to 11 ms, it can execute
any reactions that do not depend on inputs to the federate and precede all
reactions that do depend on an input. They can both, therefore, safely execute
reaction 2 and send out their messages with timestamps 11 ms, red in Figure 8(c).
But they must block before executing reaction 3 because they do not know the
status of the input port at logical time 11 ms. They will become unblocked when
they receive each others’ messages.

In the decentralized coordinator, a federate with an STA of #; and an input
port with an STAA of t, must wait until physical time t + #; + #, before it can
assume that the input port is absent at logical time t. Because of this, we can
set the STAA of the input port to 0. The STA is forever, so the federate will
block indefinitely before executing reaction 3. Specifically, it will block until it
receives the message with timestamp 11 ms from the other reactor, exactly the
behavior we want!

The above strategy generalizes easily. It does not require perfectly synchro-
nized clocks. Because the STA is forever, it delivers strong consistency. How-
ever, if latencies get large, this will come at a price in availability. As with the
previous examples, we can compromise and choose a smaller STA and then pro-
vide fault handlers to deal with safe-to-process violations. How and whether to
do that is entirely application dependent.

4.3 Using After Delays

A connection in Lingua Franca can have an after delay, as follows:
a.out -> b.in after 10 ms

This means that the timestamp at the receiving end will be 10 ms larger than
the timestamp at the sending end. This feature can be used to realize a gener-
alization of the logical execution time (LET) principle, as explained by Lee and
Lohstroh [31]. This feature also relaxes consistency by a measured amount, al-
lowing the source and destination to disagree on the value of a shared quantity
for a bounded amount of logical time. As explained in Lee et al. [29], this can be
used to improve availability.

It is tempting to assume that the subtleties we have dealt with occur only
when a program demands strong consistency and features zero-delay cycles.
However, the same problems arise in all programs whenever physical time
latencies around a cycle exceed the logical time of the after delays. If we cannot
enforce a strict bound on network latencies, then we inevitably have to deal with
the possibility that this can occur. As I have shown, we can always choose either
an approach emphasizing consistency, using STA of forever, or an approach
emphasizing availability, using a finite STA and providing fault handlers. If
we choose the approach emphasizing consistency, we can still provide fault
handlers to deal with violations of our availability requirements using either
Lingua Franca deadlines or watchdogs [9].
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5 Related Work

Among the widely deployed variants that yield more deterministic behaviors
are Kahn process networks [24], usually realized using the Kahn-MacQueen
policy of blocking reads [25], and closely related dataflow models [32]. In the
Kahn-MacQueen variant, for example, communication channels are assumed to
have reliable in-order delivery of messages, and sequential processes block on
channel reads until a message is available. Kahn and MacQueen showed that
such processes realize prefix-monotonic functions on sequences of messages,
and that a network of such processes defines a deterministic computation that
is the least fixed point of a monotonic function constructed from the process
functions.

Another family of widely deployed variants is based on discrete-event (DE)
systems, which have historically been used for simulation [41,11], but can also
be used as a deterministic execution model for actors [34]. In DE models, every
message sent between actors has a tag, which is a value drawn from a totally-
ordered set, and all messages are processed by actors in tag order. The model
realized in Lingua Franca is closely related to these classic DE systems.

6 Conclusions

The nondeterministic ordering of message handling in the original actor model
makes it difficult to achieve the consistency across a distributed system that
some applications require. I have explored a number of mitigations, focusing
primarily on the use of timestamps to define a semantic ordering and coordi-
nation mechanisms to ensure that messages are handled in timestamp order. A
fundamental tradeoff (the CAL theorem) makes it impossible to achieve con-
sistency without paying a price in availability, where the price depends on the
latencies introduced by network communication, computation overhead, and
clock synchronization error. Using the Lingua Franca coordination language,
I have shown how to navigate this tradeoff, and particularly how to ensure
eventual consistency while bounding unavailability with manageable risk.
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